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lationship. This allows us to address specibcally how imporC. elegans gradient navigation 121

tant each behavioral unit is with respect to some functionalC. elegansgradient navigation behavior is comparativelys
criteria, and in which ways these may be combined to pereasy to describe (e.d=errZe and Lockery, 1998nd has re- 129
form some overall complex behavior effectively. When weceived a lot of attention, both behavioral (e.@ierce- 130
do this for the case of gradient navigationGneleganswe ~ Shimomureetal, 1999 Zariwalaet al, 2003 Ryu and Sam- 131
Pnd that the combined behavioral sequences predicted by til, 2002 Miller etal, 2003 and neuroscientibc (e.gunn 132
model share many properties with those observed in the anft @l. 2004 Lanjuin and Sengupta, 200Mori and Ohs- 133
mal. hima, 1995. We will thus focus on this behavior in thei34

A general question when considering the optimization ofPf€Sent paper. _ 13
a model of animal behavior is which cost function should be C. eleganss able to sense and navigate a number of difs6

optimized as the animalOs behavior has likely evolved to a&t_erent typgs of gradient (chemical, thermal, or aerl_al) by us7
ing a directed random-walk strategy (e.gRierce- 138

f ints. H h imizg °.
s 2000 ot “Ehmanurtl 199 o and Sl 00Ereunge
ay ! ' ' I., 2009. A key feature of theC. elegansstrategy are so-140

tehrgy COtSt o fthe tl(;pel ta"(e;‘ bi/fthe mog el ;o ?a\tlllgate tq\t/yar called pirouettes, which are a series of small runs and turns
€ center of a radial gradient from a bxed starting posl Ion‘(Pierce-Shimomurat al, 1999, interrupting long runs with 142

We brst |_ntro_duce a probabllls_tlc model Gf elegans increased frequency if the animal is traveling in a disadvans
gradient navigation behavior that is composed of three beg, a0y direction on the gradient. Turns produce@bgl- 144
hayloral units Miller et al,, 2005 Zanwalg et al, 2003, egansare typically seen as being one of two types: omege
which we then use to answer the question: How do thesg, s which are a large change in direction, and reverse
units have to interact in order to navigate gradients towarq,;ns. in which the animal reverses for a short period of tine?
their center as fast as possible? Using an optimization apefore moving forward again in a different direction. 148
proach based on simulated annealing, we systematically de- The behavior ofC. eleganshas been described using @9
rive a family of solutions, which represents the diversity of three-state probabilistic model in which each of the states
energy efbcient solutions that could be adopted by the anicorresponds to one of the behavioral units identibed for tise
mal. This solution set is then analyzed for common properanimal and the probability of moving from one state to ams2
ties, which allows us to determine how the behavioral unitsother is dependent on the direction of travel relative to thes
of the probabilistic model need to interact to navigate gradigradient Zariwalaet al, 2003 Miller et al., 2005 see Fig. 154
ents efbciently and it will be shown th@t elegandike strat-  1). These behavioral units correspond to runs (calledrthess
egies form the largest part of the optimal solutions. The facstate here, in which the animal moves forward), reversals (the
that C. elegandike behavior emerges in the optimal con- Rstate in which it reverses) and turns (thetate in which it 157
Pgurations we derive allows us to be conbdent both in termghanges direction). It can be shown that such a model is alste
of the relevance of the original model as well as our new preto reproduceE. elegangradient navigation in both chemicals9
dictions that result from it, thus demonstrating the usefulnes@nd thermal gradients given an appropriate set of transitien
of our framework as a genera| approach to ana'yzing Comprobab”ities ZariWalaet al., 2003 Miller et al., 2005, mak- 161
plex behaviors. ing it a good choice for the work we intend to undertake. 162

Random-walk-based gradient navigation, particularly as  Although we initially add the assumption that the modet3
exhibited in the case of bacterial chemotaxis employed fofS @ble to act upon gradient information while it is movings4
instance byE. coli, has been analyzed in great detail. Theforward but not during reversals, we show later that this hes

intrinsic mechanics have been simulated as far down as tHe€€" @ reasonable hypothesis. Also, it is worth underlinirig
molecular level (e.gBray et al, 2007 Likow et al, 2005 here that our results will be specibc to this choice of model

and analytical treatments inspired by Brownian motion alsoand therefore it is important that it has been shown to repres

exist (e.g. Schnitzer, 1998 However all the methods used in duceC. elegandehavior for at least some specibc choice o9

. . . Parametersl\(liller et al, 2005 Zariwalaet al, 2003. 170
these cases are specibc to bacterial chemotaxis (or molecufar : N - :
In the following, we use the term OstatesO when referting

rr;]echaiuc_s t.hetrﬁif).’t éVhICh 'S,’[ tdlff_ere”nt fro@. eleg?ns o the elements of the probabilistic model and OunitsO wien
chemaotaxis In that 1t does nol typically use reversais, an eferring to the components of the animal behavior. 173

some simulations rely on detailed data, which has been col-
lected over decade8(ay et al., 2007). The framework we

present here on the other hand is not intended for modelingptimization of the model 174
the detailed intrinsic mechanics of a behavior but rather foIC, eleganss capable of navigating each type of gradient irrs
analyzing and furthering the understanding of the necessatyoth directions; it will, for example, move toward food but7é
relationships between simple behavioral units in the producaway from noxious stimuli even though they both produce?
tion of a complex behavior, which we illustrate frelegans  chemical gradients. In the context of our work, we use a tas
gradient navigation. dial gradient whose direction is debPned toward the center

Understanding complex behaviors by analyzing optimized maodels Thill and Pearce
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pu(F|F) = ©QF 205
Pu(RIF) = (1 @p)pr 206
Pu(TIF) = (1 @p)(1+ pp). 207

In behavioral terms, the parameterrepresents the likeli- 208
hood of remaining in the statavhile p; determines which of 209
the remaining two states will be the most likely successan
state if staté is left. The parameter space of the model cam
thus be represented in just 12 dimensions, which has nozef-
fect on the range of behaviors that the model can display big
simplibes the optimization process signibcantly. The multi4
plicative relationship between the parameters ensures that
the sum of each set of probabilities will always be 1, irrei6
spective of the values taken lyandp;. 217

p(F|R) P(F[T)

P«(RIF)

P«(TIF)

P«(RIT)

P«(TIR)
Optimization strategy 218
Since it is computationally prohibitively expensive to evalz19
ate each possible combination of valid transition probabitzo
ties for the model, we use a heuristic approach basedz2en

P(RIR)

Figure 1. The probabilistic model used to describe C. elegans
gradient navigation behavior. ke {u, d} is used to indicate whether

p«(TIT)

the probability refers to the value used when moving u p- or d own
gradient. The states, F orward runs, R eversals and T urns corre-
spond to the behavior the model can produce. At each time step,
one state is active and the attached probabilities give the likelihood
for each state to become the active state at the next time step. The
notation p(X|Y) is read as “the probability that Y will be the succes-

simulated annealing (SAX{rkpatrick et al, 1983 Cerny, 222
1985. SA works by considering a candidate solution and as3
sociating a score with it. In this context, the score is equalint
the average time taken by the virtual worm representedzay
the candidate solution to solve our navigation task. If the sas

sor state if Xis the currently active state.” lution is found to be the best one identiPed so far, a copy afit

is kept in memory. Next, a different solution in the neighbozz2s
Since the model used here only receives the sign of thbood of the current candidate solution is chosen and evahks
change in gradient over time as an input, the exact nature afted. If the neighboring solution is better than the currexb
the increase in concentration as distance to the peak deandidate solution, it becomes the new candidate solutioreslf
creases has no effect on the results. Here, we thus simply daet, the likelihood of it becoming the new candidate solutiaa2
Pne the gradient as increasing linearly in the radial directionis determined by a transition probability function, which, as3
We test virtual worms whose behavior is dictated by a spethe algorithm nears the end of the run time, makes it increas+
cibc set of transition probabilities for the model by setting aingly harder to accept a solution worse than the current case
task which requires them to navigate this gradient from adidate solution as a new candidate. At the end of the run, the
Pxed starting position towards the center. The faster a virtudbest solution found is returned. The algorithm is thus batkv
worm performs this navigation, the more efbcient the choiceble to travel through the space of the cost function and aveid
of transition probabilities for the underlying model is. To un- local minima because it will initially also move toward less39
derstand how the different behavioral units represented bgptimal solutions. 240
the states of the model need to interact, we use optimization We are not interested in a single solution, however, siree
techniques to bnd a family of the most efbcient sets of tranit is likely that there are many that could be considered optir2
sition probabilities. The remainder of this section explainsmal and which we would like to include in our analysis. Per43
our approach to this optimization problem. forming the heuristic search repeatedly to bnd a populatin

of different solutions would be Bawed, as it provides no cams

trol over the region of the parameter space in which the alges
Parameter space of the model rithm will settle if multiple minima exist. Therefore, we sys?247
The model has three states, with two sets [one for uptematically search the entire parameter space for solutions4sy
gradient(u) and one for down-gradieritl) travel] of three  dividing it into 4096 12-dimensional hypercubes (with side9
probabilities attached to each state (see EigThis gives a  length 0.5) and considering each hypercube individually. 250
total of 18 transition probabilities. It is, however, possible to ~ While one could simply evaluate all hypercubes in series}
represent each set of three probabilities by just two vafues it is more efpcient to devise a recursive approach by whizte
andp; (with both ¢; andp; independently allowed to take val- the parameter space is Prst considered as a single hyperesbe
ues between 0 and 1 ane {F,R,T}) as in the following  with side length 1 in which the SA algorithm is run. If thes4
example for up-gradieri state probabilities: performance of the model represented by the solution fousd
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256 this way meets a debned criterion (discussed below), the hy 12
257 percube is then divided into two subspaces and the SA algo

258 rithm rerun in each part. This subdivision of each subspace 1o}
259 takes place until the optimal solution found in one fails to
260 meet the performance criterion or until the division process
261 has produced a hypercube with side length 0.5.

262 The advantage of this approach over iteratively process-g
263 ing each hypercube is that large chunks of parameter spacg ©r
264 can potentially be identiPed as not containing a satisfactorys
265 solution, resulting in signibcant time savings. The exact8 ,|
266 amount of time saved depends on how the space is divided &5
267 each iteration of the algorithm, but unfortunately it not al-
268 ways possible to determine the optimal order beforehand a:
269 there may not ba priori knowledge on the shape of the pa-
270 rameter Space' 2111 214.3 2175 220.7 223.8 227.0 230.1 233.3 236.5 239.7

271 In general, the computational complexity of this ap- Score

272 - proach depends mainly on the number of parametershe Figure 2. Distribution of the scores of 50 solutions found by the

273 model and the time it takes to Pnd an optimal solution in ag algo.rithm in the stochastic parameter space . B’;n size is

274 subspace. Specibcally, the number of hypercubes, for a31 mean x=222.93 and STD #=6.57. Black line shows tted

275 single division of each dimension of the parameter space, iSaussian. The shape, mean and standard deviation of the distribu-

276 given by 2. The computational time required to analyze all tion determine the de nition of optimal solutions  those with a score

277 hypercubes, however, only scales with the number of hypers=#*30. see text.

278 cubes in the worst case scenario where each hypercube needs

279 to be analyzed, i.e., where an optimal solution is found inmal, which (from the cumulative distribution function) indiZ9
280 each subspace at each division. In all other cases, the potegates that 99.87% of all scores are lower thar8o. Since 310
281 tial time savings from the recursive approach discussed préhe distribution represents a collection of optimal perfa:1
282 viously will reduce the required time and can be especiallynances, we can dePne a model obtaining a sgeng+3c 312

n

ments per b
©

283 exploited ifa priori knowledge of some regions of the pa- =242.64 as being optimal. 313
284 rameter space exists, for instance if maximal or minimal
285 boundary values for some parameters are already knowmeETHODS 314

286 The approach is thus likely to remain useful and computas;

. . X Model assessment 315
287 tionally tractable for models with more than three behavioral, . . . o :
288 Units Individual simulated worms whose behavior is determinets

by a specibc set of transition probabilities for the model are
tested in a virtual gradient. The starting position of the modeb
289 Debnition of the criterion for optimal performance is Pxed at a distance of 22 mm from the peak of the gra-319

200 One drawback of the recursive approach is that the solutiofi€nt and the initial orientation cycles from 0; to 360 in 5320
201 returned by the SA algorithm for each subsection of the pal"créments for each run. A total of 72 runs are performed pet
202 rameter space is specibc to that subsection. In other wordéSSessment, and the average time required to come within
203 while it represents a local minimum of the entire paramete2-> MM of the peak of the gradient debnes the value of the
204 space situated in that subsection, it is not necessarily an og©St function at the point dePned by the modelOs transitizn

205 timal solution to the problem. Therefore it is necessary tgProbabilities and thus the score of the transition probabilis

296 debne a criterion for judging the performance of solutiond€S- 326
297 returned from different subspaces with respect to the optimal

298 performance. This criterion can be obtained from the perforSimulation of worms 327
299 mance of the best solution found by the SA algorithm whenrAll simulations of virtual worms take place in a Cartesias?s
300 run on the entire parameter space. space with discrete time steps of 1 s. The virtual worms ape
301 Due to the stochastic nature of the model, there will beable to assess the change in gradient over time only whemn
302 some variability in the performance of this solution, but it is moving forward. It is not known if this is also true f&@. 331
303 possible to use this variability to dePne a limiting value forelegans but we will show that this is likely to be a correcgs2
304 what can be considered an optimal solution to the problemassumption (see OResultsO section). Fixed parametersshave
305 The variability was determined by optimizing models 50 been set to realistic values where possible: Travel speeddzas
306 times and noting the distribution of the performance scoredeen implemented as a constant set to 0.22 mraésr{e 335
307 (see Fig2). A Pearsony? test conbrms that this distribution and Lockery, 199pand turn rates are chosen randomly froaze
308 with meanu=222.93 and standard deviatio=6.57 is nor-  values between 0j and 50j /s for up-gradient turns and 50y

Understanding complex behaviors by analyzing optimized maodels Thill and Pearce
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and 210j /s otherwise, reRecting values that have been ol F T R
served in real animalsP{erce-Shimomurat al., 1999. C. P i 1eo
elegansalso exhibits a directional bias even when the anima

is moving forward Pierce-Shimomurat al,, 2003. This is S
implemented as a Gaussian distribution with mear WTTQ% DT@@TTWWWO =
0.441+2.12;/sPRierce-Shimomurat al, 1999. Reversals @ —m—mmm—r—mmm— —— 100 =
are implemented as a forward movement with a negativ %
speed and the same directional bias. - 5
Simulated annealing o é
A standard SA approackKrkpatrick et al., 1983 Cerny, ;stvrr-]gr. é

o

1985 is used to optimize the system. The transition probabil--

ity function P=exp(Eg® E,,/T) for E,>E; andP=1 other-

wise is also standard. Her€,is the current temperature of %%?EE!;;.'. %ﬁﬂi.“.. MIL&MO

the system, anB andE, are the energies of the current state ~ ° ! e ditonProbabiites 1

and the selected neighbor, respectively. The initial tempera-

ture of the system is set td=15% 10° deg., and the Figure 3. Probability distributions of solutions found by the

cooldown for each time step is deDnedT@.sl:aTt with a optimization algorithm. N Each sub_plot indicates the _distribution of

=0.99. The algorithm halts successfully before the end of thége valugs for one transition p_robablllty across all solutlon_s. B_oth' up-
; . . lack circles and down-gradient transparent squares distributions

cooldown if a solution whose score is equal or better than thgre shown, although up-gradient data are only meaningful for the F

criterion for optimal performance is found. state rst row, see text . Rows correspond to the active states and
columns to the possible successor states. Thus, the third subplot in
the rst row displays the distribution of transition probabilities from
RESULTS the F state into the R state. Bin size is 0.1. Of interest are strong
Using the optimization algorithm, we determined that 945 ofpreferences for speci ¢ values, seen for instance for both the up-

the total 4096 hypercubes in the parameter space contain@ckdient and down-gradient values of p(F|F) top left .
at least one optimal solution. In this section, we seek to un-

derstand what the common requirements for optimal perfor(see the introduction on the parameter space of the modél§?

mance are. We brieRy investigate the robustness of the solutions s

selecting the run-time value of a model parameter randorsdy
Probability distributions show run shortening during from a Rat distribution centered around the optimal value far
down-gradient navigation that parameter and with a spread of 0.5 anew at every tizae

First, we consider the distribution of values for every transi-step. We analyze the effect of such a Ructuation on eacls®f
tion probability of the model across all identiPed solutions.the parameters in turn. Although the Ructuation is quiies
This allows us to easily identify transition probabilities that strong, the time the models require to navigate towards e
have similar values for all solutions, thus indicating a strongpeak when only one of the down-gradient parameters is [3si#
preference for those values. tuated remains within 105% of the original performanceas
The distributions of the transition probabilities for the When all down-gradient parameters are Ructuated simutizs
945 solutions are shown in Fig. The distribution for thd=  neously, the required time increases to 112% of the originad
state is expected: 93.75% of the individuals hayéF|F)  one. A Buctuation of the parameter encod¢F |F) how- 401
=1, 90.26% havepy(F|F)<0.3, thus showing the typical ever results in a complete inability of the solutions to per2
preference ofC. elegansfor long runs when going up- form well in the task. Even if the spread of the distribution i®3
gradient and short ones when going down-gradient. Howreduced to 0.1, the solutions reach the peak of the gradient
ever, it is interesting to note that(R|T) is close to 0 for only after 140% of the original time. This loss in perforos
most individuals (45.19% the individuals hayg(R|T) mance however is mainly due to the fact that none of thms
<0.1, 88.04%py(R|T) <0.5), making arBR sequence un- other up-gradient parameters were actually optimized by the
common, which is similar to observations in real animalsalgorithm. If they are manually set to optimal values (i.eigs
(Zariwalaet al,, 2003 Miller et al,, 2009. Sincep,(F|F) a return to theF state), a Buctuation with spread 0.1 afo9
=1 for most solutions, all transition probabilities related top,(F|F) results in a small increase in navigation time tao
the other two states will have no effect on the behavior wher113% while the original spread of 0.5 results in an increase
moving up-gradient and are distributed randomly across théo 150%. 412
value range. The apparent linear decrease seen in some sub- We have thus shown that the model remains relatively ras
plots of Fig.3is an artifact of the multiplicative relationship bust even against strong RBuctuations except if they affectall
between the two parameters used to encode the three trangp-gradient parameters at the same time. If only a single pe-
tion probability values for each state during the optimizationrameter is Buctuated, the strongest decrease in performanee
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Figure 4. ID3 decision tree for visualizing the regions of the energy cost function divided into those that contained an optimal
solution and those that did not. ~ Only parameters affecting down-gradient navigation are considered here. Edge labels indicate whether the
value range for the parameter speci ed by the parent node willbe | ow [0 (1/3)], m edium [(1/3) (2/3)]or high[(2/3) 1 ]in the subtree
below that edge. Combinations e.g., low or medium, indicated by “I, m” are possible if the subtrees for each branch are identical. Diamond
nodes decide the likelihood of staying in the behavioral state indicated by the node they thus represent the ¢ parameters of the reduced
parameter space while square nodes decide if the likelihood of leaving a state is biased toward either of the possible successor states thus
representing the p parameters . The notation X<<Z> Y is used to indicate that a low value range will bias the likelihood of leaving Z heavily
toward X whereas a high value range will bias it toward Y. Each leaf node, represented by a circle, indicates whether the region of the energy
cost function de ned by the preceding decisions on the value ranges for the different parameters has been found to contain at least one
optimal solution Yes or not No . It can thus be seen for instance that no optimal solution has been found in the region de ned by a medium

value for remaining in the F state and a high bias for moving into the T state if leaving the F state. This tree can also be used to determine
how important every parameter is in the behavior see Table | .

is observed fop,(F|F), which is to be expected since the tions rather than their counterparts because it is not sufbcfént
solutions will spend the largest amount of their travel timeto know of the existence of an optimal solution within a hy-42
going up-gradient in th& state. We found no clear differ- percube for the analysis here; the exact locations of all optis
ences in the effect on performance when other parametefgal solutions would need to be known, which is computess
are singled out for Buctuations. We have also not found anyionally prohibitively expensive to compute. 445
clear differences between in performance between individual - The results from the distribution analysis in the previouss

members of the family of solution in this brief investigation. ¢ation allow a simplibcation of the parameter space: Singe

all up-gradient chains have,(F|F)=1, it is admissible to 448
Behavioral units ranked through topographical ignore the up-gradient parameters and focus on the dowre-
analysis of the cost function gradient ones without loss of generality. The model will simso
Next, we consider thg hypercubes or regions of the cost. funcF-,|y remain in theF state when moving up-gradient, and thes1
tion of the SA algorithm that were not found to contain at,apavior will thus be independent of the other up-gradierst

least one optimal solution. These hypercubes thus represeﬁérameters. As the parameter space is thus effectively mew

ranges of values for a}ll pararnet.ers' th"’?t are clearly not favo reduced to six dimensions, it is possible to rerun the recus4
able and understanding their distribution across the param-

eter space will give further information about the require-swe algorithm with evgry dimension divided into threess
ments on the model. In order to easily visualize thisrather than two pa_rts (W'_th value randes 1/3], ]1/3’2/3]_ 456
distribution, we use the ID3 algorithm for generating opti- 21d 12/3,1] per dimension, where open brackets indicater
mized decision treesvitchell, 1997, based on the list of all that the border value is not included) for more detailed 8
hypercubes and the information of whether or not they conSults. 459
tained an optimal solution. This approach both illustrates the ~ The resulting decision tree is shown in F#y.Since it 460
interrelationship between the parameters and allows afidicates all hypercubes that do not contain an optimal solaz
analysis of the importance of each parameter based on tHn, it is possible to calculate the total percentage of the e
mathematical techniques underlying the ID3 algorithm. Wedimensional space of the cost function that is occupied 4u
focus on the hypercubes that do not contain any good solusuch hypercubes (52.54%) and how these hypercubessase

Understanding complex behaviors by analyzing optimized maodels Thill and Pearce
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Table I. Summary of the ID3 tree in Figt emphasizing the distribu-  throughout levels three to six. This makes it more difpcult 8!
tion of hypercubes in which no optimal solution was found by the SAassess their signiPcance as interdependent effects are quite
algorithm over the subtrees (low, medium, and high) below each nodqike|y_ 503
Mean pos. indicates the average position of a node in the tree and the

standard deviation. Rank sorts nodes according to their mean position,

which indicates the importance of the parameter represented by each

node in gradient navigation.

Value span Markovian properties reveal the use of pirouettes 504
Finally, because the model used here is Markov-like, we cans
Rank Node Low Med High  Meanpos. sider the Markovian properties of all solutions found by thes
1 F 14.1% 27.9% 58.7% 140 SA algon_thm. These p_ropertles are generally useful for wov
5 T<F>R 556% 26.4% 18% 2+0 erstan@mg Fhe. behawor of a'Markov model and, as for the
3 R 2 6% 10.8%  16.4% 3.2+0.44 probability dlst'rlbutlon analysis, strong .trengls gnd prefe§n9
4 F<TSR  21% 2 7% 12% 4.5+084 ences for spe_anc values_ across all solutions indicate require-
ments for optimal behavior. It has been noted before that the

5 T 6% 9.9% 6.8% 4.57+0.78 e . .
5 F<R>T  05% 0.7% 0% 533+1.15 type of probabilistic model used here is not Markovian in tlse2

strict sense due to the nonstationary transition probabilitias
(Miller et al, 2005. Nonetheless, it is possible to considen4
o _the transition probabilities for up- and down-gradient movets
distributed over the subbranches of all nodes (squares or dighents separately as strict Markov chains in a meaningful viag
monds in Fig4) in the decision tree (see Talle _as the only transition point from one chain into the othersds?
/As the ID3 algorithm sorts parameters according 10 theifjgcated in theF state (the only state in which the model cas1s
gain (which measures how much each parameter contributgg ejve information about the gradient which will determirsag
to the entropy of the data set), nodes higher up in the tree akgnether up- or down-gradient probabilities are going to beo
more important in reducing the entropy of the data set. It iS;se(d in the next step). Here, we call an up-gradient chaisea
therefore interesting to calculate the mean position of eaCEequence of states determined exclusively by up-gradiert
node in the tree to determine how much on average evenyansition probabilities and down-gradient chain a sequensee
node contributes to the reduction of this entropy. The higheps states determined exclusively by down-gradient transitisa
the contribution, the more important the parameter repreprobabilities. 525
sented by this node is for successful gradient navigation. To conprm that the optimal solutions make use of all thes
Tablel indicates the mean position and the resulting rank oktates of the model, we compute their ergodicity. A Markeg7
each node. chain is ergodic if every state in the chain can be reached
The ranking conbrms that the most important featureyithin a certain time. We found that 12 of the solutions rez9
while moving down-gradient for successful gradient navigaturned by the SA algorithm have nonergodic down-gradient
tion is the parameter determining the length of forward runschains and that in all cases, tRestate is excluded from thesa1
Additionally, the distribution of hypercubes containing no chain. An additional 51 solutions have a very low probabilig2
optimal solution under th@y(F|F) node increases as the of entering theR state(py(R|F) +py(R|T) <0.1). 6.66% of 533
value increases, with over half being located in the highthe models under consideration therefore do not rely oRthes4
]2/3,1] range. This implies that longer runs when goingstate in their strategies, preferring &n coli-like run and 535
down-gradient are worse than shorter ones, which is extumble approachBerg and Brown, 1972 The presence of536
pected and corresponds to observed behavior in the real anhese solutions exemplibes that a bacterial strategy caszin
mal (Pierce-Shimomurat al,, 1999. some cases perform similarly to the more intridatelegans 538
The second important feature is the behavioral unit fol-strategy. However, the low number of such solutions in coas9
lowing the forward run, where a preference for reversals iparison with those that use reversals indicates that reversads
clearly seen as 55% of all hypercubes with no optimal solumay improve the robustness of the performance as othergaa-
tion lie in a region of the parameter space, which favors turngameters are varied. 542
over reversals as a successor state to forward runs. This is To determine the likely sequences of behavioral units, w&
similar to observations i€. eleganswhich often precedes next consider the mean brst passage times (MFTs) of allsa-
turns with a reversalGrayet al, 2009. The length of rever-  lutions found by the optimization algorithm. This is the meanas
sals is also important, and there is a clear preference for shatime required by the model to reach a given state for the Prst
reversals as only 2.6% of the hypercubes with no optimal sotime if started in a given other state. It is only possible a7
lution are located in the lof0,1/3] range, in agreement consider the MFT for ergodic chains. Since most solutions
with observations in the real animat{aoet al,, 2003. have absorbing up-gradient chains in fhestate p,(F|F) 549
Beyond the third level, the standard deviation of the mearr1, making it impossible to leave that state again], only th&
position increases, indicating that these nodes are scatterédwn-gradient chains [withpy(R|F)+py(R|T)=0.1] are 551
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5 MFT from T MFT from R . Pirouettes emerge in part from an inability to sample 584
the gradient during a turn 585
»sl - | - Next, we try to pin down the cause of these pirouettes. These

; are two aspects of the model that could in principle give ris&
o 2 ) - to them: (1) intrinsic properties of the distributions froress
which the turn rates are sampled or (2) assumptions on ibe

gradient sampling ability of the model. We have tested th®
effect of the second consideration by modifying the modelso
that it is also able to sample the gradient during turns. Thie
modibed model was then optimized for the same task areba
family of solutions derived as before. First, we noticed thats
the new family of solutions had 1393 members (comparedta
the previous 945), indicating that providing gradient infos96
6 8 mation during turns has facilitated the task. The threshold for
optimal performance, however, was virtually identical to thads

Figure 5. Mean brst passage times from the T state into the F  for the original family (242.42 s versus the originad99
and R states (left) and from the R state into the F and T states 242.64 s), indicating that the additional information did neto
(right). The preference for short MFTs into F typically <6s can  proyide a large performance gain. Since this new family neas
easily be seen. Dashed line visualizes correlation. has two transition states between up- and down-gradiemst
chains (in thd= as well as thd state), it is no longer possibleso3

considered. Additionally, MFTs starting from ttfe state  to identify pirouettes based on Markovian properties alore4

cannot be taken into account as this state contains a transitioHe the(rjefo're. Silr?UIa'tl'ed gach Optimzl_ golu_tiondinh both thes
point into the up-gradient chain. new and original families 20 times and identibed the propeos

Figure 5 shows the MFTs for all qualifying solutions tion of down-gradient reorientation sequences that do kot

, contain arF state, other than those located at the beginniss
from the SA algorithm and states. It can clearly be seen tha(gf the sequence. We bnd that on average 18+ 6% of all doars
the MFT fromT into F is relatively low across all solutions

gradient reorientation sequences in tracks produced by die
(mean 2.45+0.87 s), similar to the MFT froR into F griginal family of solutions did not involve a forward movesi1
(mean 3.01+0.96 s). Periods of reversals and turns are thergrent, whereas for the new family this value increased sig?
fore frequently interrupted by forward runs, which will be nibcantly to 64+6%. Therefore pirouettes in this model ares
short if the model is still heading down-gradient. The modelsat least in part caused by the inability to evaluate the gradient
thus tend to use a pirouette strategy similar to thatogl-  during a turn. Although it is difPcult to control for the exaat15
egans(Pierce-Shimomurat al, 1999. effect of the distributions from which the turn rates a6
The MFT fromT into R shows a much higher variability Sa@mpled, we have thus shown that they are not the only caise

(mean 4.87+4.02 s) while the MFT froRinto T remains ~ ©f pirouettes. L 618
relatively low for most individuals (mean 3.01+1.26 s). An Comparison with biological data is difbcult because thes

ANOVA reveals that there is a strong correlation between thg ropor.t lons of.p|.rouettes with a.lt least one forvyard movemeao
exclusively within down-gradient reorientation sequences.

MFTs for leaving thel state df:_l’ p=0) but not for I_eavmg has not yet been identibed. When all reorientation sequerezes
theR state (f=1,p=0.9432). Since the MFT froMintoR 516 considered, the proportion is estimated at about 468%
is low only if the MFT fromT into F is high, runs are the (pjerce-Shimomurat al, 1999, but since the length of for-624
clearly preferred successor behavioral unitto a turn. The lackyard runs is much shorter while going down-gradient, turess
of correlation between the MFTs leaving fRetate indicates  interspersed with small runs are more likely to happen whilzs
the lack of a clear preference for a successor stefdiidhe  moving down-gradient whereas single turns are more likely
family of solutions, which can also be seen in the analysis ofo happen while moving up-gradient. The proportion of turass
the ID3 decision tree (Figt and Tabld). interspersed with runs can therefore be expected to be higher
The MFTs intoF also give a good indication of the aver- than the reported 40% when considering only down-gradiest
age length of sequences composed of reversals and turns ggovements. It is thus possible that the animal also uses gt

tween forward runs and conbrm the preference for frequen?uelttesv"’llt Ietastthln ;?]ar; beic;aurse dilt rz?zy r?r?t al;"’?zsbc‘i?:gz‘g
returns into theF state already observed in the transition ously evaiuate tn€ change in gradient auring a turn, bu

probability distribution (Fig3). They do not, however, give biclogical data wouild be needed to conbrm this. 63

Into R (s)
o
o
Into T (s)

8 0 2

4
Into F (s)

an indication about the length of the resulting pirouette itselfPerformance on planar gradients 635
as itis not known whether the next step in fhetate willbe  Itis interesting to investigate the performance of our optinmes
in the up-gradient or the down-gradient chain. solutions in a very different type of environment: a planas?
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gradient. In this case, gradient concentration decreases lin F T R
early with the distance to theaxis, but is independent of the 100

specibc horizontal position in the Cartesian plane. Since theu_

peak of the gradient is now essentially a line, we expect thal

models will take less time to navigate toward it than in radial E_W.-L-%L %ﬁﬂiﬂw
environments. Indeed, when a family of optimal solutions is

derived in a planar environment, it contains 1881 members
compared to 945 for the planar environment and their perfor+—

mance when started at the same distance from the peak i T@T v 99 T I@TEE
lower (121.79+ 15.64 sthan that of models in a radial envi-

ronment(189.44+19.89 s ~®Upgr. 100

o

o
o

o

Proportion of elements in bin (%)

-BlDowngr.
We then simulated the family originally optimized for ra-
dial environments in the planar one and bnd that there is nc
signibcant differencép>0.3) in performance with those 0
i ; : 0 10 10 1
optimized for the planar environment (mean time to the peak Transition Probabiliies

121.40+11.69 s). The converse is not true, however; models S N o
optimized for planar environments perform signibcantly':'gure 6. Probability distribution of the transition probabilities

. . . . of optimal solutions assuming the model is able to process
worse(p<0.00)) in aradial environment (mean time to peak gradient information during a reversal.  Bin size is 0.1. Compared

202.4£29.59 s versus 189.44119.89 s). with Fig. 3, a smaller proportion of the models have p,(F|F)~1 and
We have thus shown that our models also perform closenore models have p,(R|R)~1. The functional role of reversals in

to optimal levels in planar gradients for which they were notthese models can thus be similar to that of forward runs.
originally optimized and that a radial environment has been a&pimomuraet al. 1999 and our previous set of optimize%°

good initial choice. models (Fig3). Similarly, a large percentage of the new s@91
lutions usep,(R|R) =1 (Fig.6), effectively navigating toward 692
Models naturally dwell at the peak the center of the gradient while moving backward, which hes

Although our models have been optimized solely for efb-also never been observed in real animals. Example trackssef
cient navigation of the gradient, we bnd that they naturallyworms modeled with those probabilities (Fi§. underline 695
dwell near the peak once it is reached. After the modelghe abnormal use of reversals. This discrepancy with real ae
reached the peak, they were typically found to stay withinmal behavior leads us to predict tf@telegansioes not act 697
0.5+0.39 mm of it. Although our models cannot slow down on gradient information during reversals. 698
and become stationary like real animals, it is interesting to  When comparing the performance of 2000 runs from this
observe here that the dwelling at the peak need not explicitlypew family of solutions with the original family, we foundroo
be represented in the cost function and may be an emergetitat being able to act on gradient information during reveni
property of the gradient navigation even in the real animal. sals gives the models a small but signiPagrt 0.00) ad- 702
vantage (mean time to navigate to the peak: 184.75+19.65%
versus 189+ 19.9 s). Interestingly however, when the equives
unnatural behavior lent families optimized for planar gradients are compared, g
) . . signibcant difference in performance is observed (122db

It is not known whethe€. elegangs capable of acting upon
gradient information while it is reversing, but reported stateir 15.62 s versus 121.79+15.64psz (.)‘.7)' o7
. We have thus shown that the ability to act upon gradiemnB

transition probabilities Niller et al, 2005 suggest that it . . : . .
. . . : information during reversals can in some cases give the moab-
does not. This can be examined by enabling sampling of the

: . L : Is a slight advantage; it is therefore interesting to observe
gradient while reversing in the model used previously an : :
RN : hat the animal does not appear to do so. However, this may
optimizing it using our recursive approach to collect a set o

optimal solutions given the new conditions. If this is done,be due simply to mechanical reasons: Since the animal e

. . verses over its own tracks, it is possible that gradient infar-3
1782 hypercubes are found to contain solutions capable of . : e :

. o mation has been disrupted within those tracks. Alternativelys

optimal performance, and the decision tree generated by the .

. S ince most sensory neurons are located in the head of7tite

ID3 algorithm (not shown) indicates that the performance o nimal. aradient information mav simplv be obscured by thes
the solutions is unsatisfactory whpg(F |F) andp,(R|R) are 9 Y SIMply y

both less than 0.5. These results indicate that optimized mo nimalGs body and thus unavailable during a reversal. Giuen

els will use theF and R states as functionally equivalent hat the gain from such information is minimal, this is urrs

Gradient information during reversals leads to

units likely to put the animal at a severe disadvantage. 719
Figure6 shows that a large number of the solutions nowDISCUSSION 720
found do not possess the strong preference for forward runSomponents of C. elegans gradient navigation 721

when moving up-gradient observed in real anim@iefce- Based on a simple probabilistic model connecting differer
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pq(T|T) indicates that the distribution from which the ampliZ62

tude of a single turn is sampled (which is determined by thes

experimentally bxed distribution of the turn rate and the times

spent in theT state) is not important, with reorientation mares

neuvers consequently relying on a series of turns and rums.

The optimized models thus demonstrate pirouettes similar¢o

those found irC. elegangPierce-Shimomurat al,, 1999. 768

In general, we bPnd a close agreement between the beheay

ior of our models that have been optimized to minimizgo

travel time toward the center of a gradient and the observed

Figure 7. Four randomly chosen example tracks of models with behaw(_)r ofC. elegan§Th|s IS _a s;rong mdl(_:atlon t_ha_lt ther72
reversal gradient information enabled  (right) and disabled main aim of the gradient navigation behavior exhibited bys
(left). Runs are indicated in gray, reversals in black. It can easily be ~ the animal is to navigate it as efbciently as possible given tt1e
seen that the right model’s use of reversals is abnormal. available behavioral units. 775
The only notable discrepancy we bnd is that the optire

. : .. mized models will not usually initiate a turn while going up#77
behavioral units oCC. eleganswe have been able to predict gradient, whereas real animals c&efce-Shimomuratal, 778

thatC.. elegansmay nottl agt %n gr%dllen:r:nformzil(tjlo; whﬂz_ 1999. The behavior of the optimized models here is easily9
relverzlrt;g h ec_:auts,he tog)_climlzte mode TI '?h t(;]OL:f Ods_othlséxplained as they have been optimized for efbcient gradiesut
piayed behaviorthal did not agree well Wi atfoundin the avigation alone, and, in such a strategy, initiating turns.
real animal. We have further demonstrated that the anima|

. . . ) : hile moving in a favorable direction can clearly not be ops2
might at least in part use the pirouette reorientation strategy, 1 c. elegansbehavior however may exhibit multiplezss
due to an inability to sense or act upon gradient navigatio

hile in th £ turning. Th q K strat r%trategies aimed at achieving different and sometimes cos-
while In the process ot turning. 1he random walk stra egyfsicting goals simultaneously. The animal can for instance res
may thus be a consequence of an inability to use alternatlv%ct to changes in oxygen leveBHeunget al, 2009 and is 786
deterministic strategies due to insufbcient or insufbciently . <iive to touch@halbeet al, 1985, which may induce 787
accurate input.at the sensory level. This is further supportegle,,yiora) patterns infRuenced by the surface on which irés
by_ rgc_ent studies, which show that elegansuses a d?terf moving. The model used here (Fif). thus displays a pure7s9
ministic strategy rather than a random walk for navigatingy agient navigation strategy whereas the behavior of tise
electrical peldsGabelet al., 2007 toward the negative pole. nematode, even in experimental conditions, may be maose

It has been suggested that the different sensory modalitigg,mpjex. This illustrates how optimization techniques can e

may converge upon a common neural subcircuit for navigay,se 1o accurately describe a strategy with a single goal usiog

tion (Zariwalaet al, 2003. If this is the case, our results and ha hehavioral units available to the animal even though tive

those ofGabelet al. (2007)suggest that this subcircuit may opseryved behavior might encode multiple simultaneously ags
in principle, depending on the nature of the sensory input, bg, o strategies. 706

capable of more deterministic navigation strategies than the
random walk usually observed.

Additionally, we have shown that to be successful at gra-
dient navigation, long forward runs when going up-gradient
and short forward runs when moving down-gradient are nectnderstanding behavior through computational 797
essary. In this, the optimized models reproduce the behaviaechniques 798
observed in real animald{erce-Shimomurat al, 1999.  To summarize, our analysis of optimized models composed
Our family of optimal solutions also demonstrates that reverof C. elegandehavioral units has enabled us to demonstrate
sals were not strictly required for successful gradient naviga¢1) that the strategy employed By elegansvhen navigating 801
tion, but in the models that did use them, a strong preferencgradients is very close to that of computational models ogti2
for using them at the end of a forward run rather than a turnmized for energy efpcient navigation toward the center oé@
was found, which is similar to the behavior observedin  gradient and (2) how the behavioral unitsfelegansieed 804
elegangGrayet al,, 2009. Additionally, we found thaRBT  to interact to produce such an efpcient navigation strateggos
sequences were more likely thd®R ones, implying that It is important to underline the likelihood that multipleos
there is a higher likelihood of following a reversal with a turn strategies to achieve a given goal exist and could in theorysbe
than vice versa. This feature has also been observed in reased by the animal. We have taken this into account by sg@s
animals Zariwalaet al.,, 2003. tematically determining a family of different strategies, arsdo

For other parameters, no strong requirements for successe were able to do so because the value ranges of all pararn-
ful gradient navigation in the conditions of our simulation eters were Pnite. This has allowed us to discover, for ;41
were found. In particular, the lack of a strong effect of stance, that not all models used reversals in their navigatian

Understanding complex behaviors by analyzing optimized maodels Thill and Pearce
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and that the amplitudes of turns had little effect, points thaﬁh‘igggé?'gé Cohen, MydRoge(fj& o A'ga?'fé}(r% GOEfi and de Bono, M sen
P : ; _ . OExperience-dependent modulatio@.aflegans

v_vould have eIuded.the analysis if only a single optimal solu behaviour by ambient oxygerGirr. Biol. 15, 9059917, 865

tion had been obtained. Dunn, NA, Lockery, SR, Pierce-Shimomura, JT, and Conery, JS (2004)366

A consequence of the existence of multiple strategies for OA neural network model of chemotaxis predicts functions of 867

achieving a given aim is that different individual animals synaptic connections in the nematddaenorhabditis elegarfJ. 868

iah | dif . D L. he diff Qomput. Neuroscil7, 137D147. R 869

might r_e y on difierent strategies. etermlnlng the di erentFerrZe, TC, and Lockery, SR (1999). OComputational rules for chemot&xie

strategies as we have done therefore gives a more general in the nematod€. elegan€J. Comput. Neurosci6, 263D277. 871

understanding of the behavior that is able to account for inGabel, CV, Gabel, H, Pavlichin, D, Kao, A, Clark, DA, and Samuel, ADB72

o : i : : (2007). ONeural circuits mediate electrosensory behavior in 873
dividual differences. Additionally, the topographical .anaIyS|_s Caenorhablitis elegar@). Neurosci.27(28), 7586D7596. 874
of the parameter space has enabled us to determine regiogfes, N, and Huntingford, FA (1984). OPredation risk and inter- 875
that do not contain optimal solutions, which has allowed us population variation in antipredator behaviour in the three-spine®76
to describe constraints on the breadth of different acceptable zgj'ggt;?k@‘asmros‘e“s aculeatusQAnim. Behav.32(1), g;g
strategies for grad|em nawgaugn. Gray, JM, Hill, JJ, and Bargmann, CI (2005). OA circuit for navigation in879

To conclude, none of the points above would be easy to Caenorhabditis elegarSProc. Natl. Acad. Sci. U.S.AL0X9), 880
achieve from experimental observation alone, mainly due to k31?49k31591(-; att, CD, and Vecehi, MP (1983). OOptimization b 23;
. e . irkpatrick, S, Gelatt, CD, and Vecchi, . OOptimization by
f[he inaccessibility of the _parameters involved. We hgve thu& simulated annealing&Eience220(4598), 6719680, ’ 883
illustrated how computational techniques for optimizing be-kooijman, SA (2000). ODynamic energy and mass budgetsO in Biologi&si4
havioral models and analyzing the results can complement Systems, Cambridge University Press, Cambridge. 885
and extend the understanding of a behavior that has been dg2iuin. A, and Sengupta, P (2004). OSpecibcation of chemosensory 886

. . neuron subtype identities @aenorhabditis elegarsCurr. 887
rived expe.rlmenta!ly. Although we have _focused Gnel- Opin. Neurobiol. 14, 22D30. 888
egansgradient navigation here, the techniques are, however.ehner, PN (1996). Handbook of Ethological Methods, Cambridge 889
general and remain useful for studying behaviors in other  University Press, Cambridge, UK. - . 890

. | Likow, K, Andrews, SS, and Bray, D (2005). OSimulated diffusion of 891
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coli.QJ. Bacteriol. 187, 45D53. 893
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